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Abstract. Evolutionary systems are characterized by two seemingly
contradictory properties: robustness and evolvability. Robustness is gen-
erally defined as an organism’s ability to withstand genetic perturbation
while maintaining its phenotype. Evolvability, as an organism’s ability
to produce useful variation. In genetic programming, the relationship
between the two, mediated by selection and variation-producing oper-
ators (recombination and mutation), makes it difficult to understand
the behavior and evolutionary dynamics of the search process. In this
paper, we show that a local gradient-based constants optimization step
can improve the overall population evolvability by inducing a beneficial
structure-preserving bias on selection, which in the long term helps the
process maintain diversity and produce better solutions.
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1 Introduction

Genetic programming is a well-established and widely used meta-heuristic op-
timization technique. The main reason behind its success is the inherent high
robustness of darwinian evolution as an optimization engine and the flexibility
it offers with regard to the representation scheme, making it suitable for many
problem domains [2].

Individual genotypes often harbor large amounts of hidden genetic variation
(or potential variation), that is only expressed when the genetic background
changes [8]. Genes may have an effect on the phenotype, but this effect strongly
depends on other genes in the genome; hence, genetic effects can be larger in
one genetic background and smaller in another. Robustness protects phenotypes
from genetic perturbations but by doing so, it reduces evolvability and promotes
evolutionary stasis. Mechanisms allowing release from such buffering increase
evolvability and may be crucial to evolutionary change [6].

At population level, robustness is manifested as a redundancy of the genotype-
phenotype mappings. That is, many genotypes fold into identical or equivalent
phenotypes (in terms of fitness). This non-injective mapping between genotypes



and phenotypes can lead to loss of diversity as it makes the selection mechanism
“blind” to some potentially useful variation (since selection is based only on
fitness).

Two main causes for the loss of population diversity follow from the above.
On the one hand, if there are many individuals sharing the same fitness, variation
is lost because selection is unable to discriminate between more or less evolvable
individuals. On the other hand, if genotypes do not express the optimal (fittest
possible) phenotype (for example, because of poor constants), their potentially
good structural properties might be ignored during selection and thus, they might
be lost. A similar idea is expressed in [5], although in their case the fitness of
a tree was weighted according to its size, thus also potentially limiting good
structures.

In this paper, we investigate the behavior of the standard GP in conjunction
with a local optimization technique designed to improve the weights and constant
values of symbolic expression trees. By optimizing the genotypes in the population,
we allow potentially good structure to further take part in the evolutionary process.
This leads to changes in the dynamics of the algorithms, which will be detailed
below. In the following sections we introduce the idea of GP hybridisation with a
local search (Section 2), discuss the results on a standard benchmark problem
(Section 3) and present our conclusions and development plans (Section 4).

2 Genetic Programming with Constants Optimization

Hybrid GP results from the combination with other optimization algorithms,
meant to improve quality of the solutions. Hybridisations of this kind have been
attempted several times before; for instance STROGANOFF [1] performs a
tree optimization step after recombination. In [5], “whenever a new constant is
introduced into the predictive expression, a non-linear least squares optimization
is performed to obtain the ‘best’ value of the constant(s) in the expression”.

Another effort in this direction uses a gradient descent method for the op-
timization of numeric leaf values [7]. The better performance of the resulting
algorithm is explained in terms of adaptability to local learning, such that the
optimization changes the fitness distribution in the population, directly affecting
the selection outcome. The authors note that individuals in the GP population
appear to acquire a growing number of constants within their structure, therefore
becoming more able to adapt to local learning modifications. They promote the
Baldwin effect as the main reason for this behavior, which can be described as
the effect resulting from the interaction of two adaptive processes: the genotypic
evolution of the population (global search) and the phenotypic plasticity (or
flexibility) of individual organisms (local search). The optimization method used
in this paper is described in detail in [3].

In our experiments, the constant optimizing GP (COGP) was tested against
the standard GP (SGP) and two specialized variants, using a standard benchmark
dataset for symbolic regression. To analyze the effects of constants optimization
on the evolutionary dynamics of GP, we tested different run configurations



which are detailed in Table 1. The “CO %” parameter in the table indicates

# Pop. size Gen. Crossover Mut. prob. Max depth Max length CO %
A 500 100 Subtree swap 25% 12 50 25%
B 500 100 Subtree swap 25% 12 50 50%
C 500 100 Subtree swap 25% 12 50 100%
D 500 100 Subtree swap 25% 12 50 —
E 500 100 Context-aware 25% 12 50 —
F 500 100 Deterministic-best 25% 12 50 —

Table 1: Experimental configurations

the percentage of constant-optimized individuals in the population. Additionally,
configurations E and F include specialized context-preserving crossover operators,
described below. Considering parents P0 and P1, the context-aware crossover
[4] deterministically finds the best insertion point in P0 for a randomly selected
subtree from P1. while the deterministic-best crossover finds the best subtree
from P1 to be inserted in a randomly selected point from P0. This operator was
developed independently by the authors during their work on HeuristicLab [9].

While they do not guarantee fitter offspring, these two specialized operators
are able to minimize the destructive effect of crossover so that whatever good
structures initially present in the population may also be preserved. Therefore,
they provide a good basis for comparison with COGP.

In order to characterize the evolutionary behavior of the algorithms, the
average and best individual qualities, the average tree length, and the average
fragment size were measured, where a fragment is defined as the portion of a
tree that was affected by mutation or crossover. Larger fragments indicate better
progress in the exploratory phase of the algorithm, while small fragments indicate
convergence and the beginning of the local search phase.

For investigating the Baldwin effect, the average number of leafs for the
population of trees was also measured. Finally, the following measures were used
to quantify the evolvability of the population:

Reproductive success The percentage of ‘successful’ offspring in a generation
(offspring with a fitness better than both their parents). A ‘successful’ offspring
may be produced by a genetic operator or it may become better than its parents
after the constant optimization step.
Average improvement The average fitness difference (Pearson’s R2) between the
best parent and the offspring obtained by crossover or mutation.

In the case of COGP, the operator improvement values were measured both
before and after the optimization step, and compared to the values obtained
without any constants optimization at all. In what follows, the results are averaged
over 50 repetitions of each run configuration.



3 Experimental results

Our experiment consists of a number of symbolic regression runs on the Poly-10
problem, in which the objective is to find a good approximation for the function:

f(x) = x1x2 + x3x4 + x5x6 + x1x7x9 + x3x6x10.

It is usual that in this synthetic benchmark problem, the standard algorithm
does not perform very well. Figure 1a shows that SGP is unable, on average, to
obtain a training quality greater than ≈0.6. Comparing the average and the best
qualities from the different run configurations (Figure 1b), we notice that the
best solution of COGP is 35 − 48% better than SGP (average quality 29 − 74%
better). In the context-preserving GP variants, the values for the average and
best solution quality are very close, indicating a loss of diversity during the runs
but also a steeper convergence.
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(a) Best quality
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(b) Average quality

Fig. 1: Best and average quality

As the local optimization step biases selection, we are interested to see the
degree to which this bias affects the overall genotypic structure of the population,
and consequently, its evolvability. We first take a look at the average tree size and
notice that the constants optimization does produce a slight increase in average
tree length (Figure 2a). This increase (4.2–8.8%) however, is negligible and
compensated by higher quality. By comparison, the increase in size produced by
the context-preserving crossover operators (context-aware and deterministic-best)
is much larger. A similar picture, considering the average number of leafs per
individual is shown in 2b where again we notice very small differences between
SGP and COGP and a larger number of leafs for the context-preserving variants.

Therefore, we can conclude that even if larger programs (with more constants
in their structure) may be favored by selection post the constants optimization
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(a) Average tree length
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(b) Average number of leafs

Fig. 2: Average tree length and number of leaf nodes

step (due to their higher potential of being optimized), this fact alone does not
constitute sufficient evidence for the Baldwin effect in genetic programming. More
likely, due to the preservation of good structures, slightly larger trees become
more frequent in the population, thus leading to a slight increase in the average
tree length and in the number of leafs.
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(a) Average fragment length
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Fig. 3: Average fragment sizes and relative reproductive success

The variation of average fragment sizes (subtrees affected by mutation or
swapped by crossover) supports our claim that COGP exhibits better evolutionary
behavior. Figure 3a shows that in the beginning of the search progress is achieved
by changing and replacing larger fragments; towards the end fragments become
smaller, indicating convergence and a transition to the exploitative or local



search phase. This transition becomes more obvious if we consider the decrease
of average fragment size in conjunction with the increase of average tree size in
the population. The evolution of average fragment size has a more pronounced
decrease in the case of COGP, suggesting a shorter, more efficient exploratory
phase and a more localized search towards the end.
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(a) Average crossover improvement
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(b) Average mutation improvement

Fig. 4: Average crossover and mutation operator improvement

By contrast, the context preserving crossover variants start with small frag-
ments which increase gradually in size. This can be explained by the combination
of local search (deterministically choosing which fragments to swap) and selection,
which leads to a decreased diversity and a large amount of buffering within the
population. These crossover operators will inevitably become unable to produce
better offspring, becoming neutral (no change in fitness), as can be seen in Figure
4a.

In the case of COGP, the average operator improvement is relative to the
average quality of the population, which in turn is correlated to the "CO %"
parameter. In the case of crossover, the curves in Figure 4 show a more pronounced
negative improvement for COGP (compared to SGP), while in the case of mutation
the curves for SGP and COGP after the CO step are similar. Clearly, the higher
the CO%, the higher the quality and the lower the curves (as a high quality
individual is more likely to be disrupted). In this context, the fact that COGP is
able to achieve comparable improvement clearly indicates superior evolutionary
dynamics.

We see that the CO step is able to produce a significant improvement even
as the average quality of the population increases on every generation. This
behavior can also be observed in Figure 3b, where the reproductive success
(measured as the percentage of offspring that outperform their parents) is shown
for each algorithm configuration. To get an even clearer picture, we averaged
the improvement brought by CO on each individual. Figures 5a, 5b and 5c show



the increase in fitness brought by CO, recorded separately for crossover and
mutation.

 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 0.7

 0.8

 0  20  40  60  80  100

T
ra

in
in

g
 q

u
a
lit

y

Generation

Average crossover CO improvement

 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 0.7

 0.8

 0  20  40  60  80  100

T
ra

in
in

g
 q

u
a
lit

y

Generation

Average mutation CO improvement

(a) CO 25% average improvement
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(b) CO 50% average improvement
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(c) CO 100% average improvement

4 Conclusions and future work

In this paper, we analyzed the evolutionary behavior of a hybrid GP system
in which a gradient-based algorithm was used to improve the variable weights
and constants of tree individuals. We saw that COGP can improve the overall
population evolvability, by inducing a structure-preserving bias on selection. It
is able to better preserve and exploit the existing diversity and exhibits better
dynamics: short and efficient exploratory phase, followed by gradual improvement



(with smaller fragments). Our investigation of tree lengths and number of leafs
has provided no definite proof regarding the occurrence of the Baldwin effect in
COGP.

Regarding performance, COGP was able to outperform the standard GP and
variants in all cases. The context-preserving GP variants also performed well,
but exhaust diversity, while creating bloat.

Further research ideas involve extending the analysis and tracking framework,
and investigating further aspects of GP evolutionary dynamics such as individual
ancestries, fragments and building blocks and constructional aspects of selection.
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