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Abstract. Genetic algorithms have been introduced to the field of me-
dia segmentation including image, video, and also music segmentation
since segmentation problems usually have complex fitness landscapes.
Music segmentation can provide insight into the structure of a music
composition so it is an important task in music information retrieval
(MIR). The authors have already presented the application of genetic
algorithms for the music segmentation problem in an earlier paper. This
paper focuses on the optimization of parameter settings for genetic algo-
rithms in the field of MIR as well as on the comparison of their results.

Introduction

The increase of digital media data during the last years has created the demand
for tools to manage all the data on home PCs as well as on the internet. Segmen-
tation of media data provides structural information which is often necessary to
perform various tasks. Evolutionary techniques have been introduced for image
segmentation [1, 11], video segmentation [5], and also music segmentation [6, 16].
For MIR, segmentation is an important issue as it provides an insight into the
internal structure of a composition.

Music segmentation targets at the identification of boundaries between struc-
turally relevant parts of a composition to enable or improve several MIR-related
tasks. Current approaches include the (self-) similarity matrix [9, 10, 12], hid-
den Markov models [8], and dynamic time warping [4, 14]. A common approach
aims at detecting structure boundaries with the aid of a novelty score [7, 15,
17]. Methods drawing on that score require the existence of domain knowledge
(extraopus). The authors’ method is not based on this kind of a priori knowledge
but focuses on the information provided within the piece itself (intraopus). Mu-
sic is analyzed by its degree of self-similarity and repetitions are used to detect
segments.



This paper presents the improvement of the the approach described in [16]
to solve the segmentation problem, i.e., to achieve the optimal combination of
several non-overlapping segments for a music track. It focuses on the optimization
of parameter settings to achieve optimal results. General parameters such as
mutation operator, mutation rate, crossover operator, and selection operator are
varied and offspring selection is applied for half of the test cases in order to find
the best combination of parameter settings.

The paper presents the parameter settings and their results for the music seg-
mentation problem. The first section summarizes the idea of genetic algorithms
in the field of MIR. Parameter settings are given in the second section which also
introduces the reader to a new mutation operator and describes its influence on
the resulting segmentation qualities. To conclude the paper, the authors discuss
the results and give an outlook on future work.

1 Application of Genetic Algorithms to the Music
Segmentation Problem

For each instrumental track there is a high number of potential segment combi-
nations. Since segments can start at any arbitrary position of the composition,
the runtime for the evaluation increases exponentially for longer compositions.
Therefore it is not possible to evaluate all potential segmentations but a solu-
tion of sufficient quality has to be found in reasonable time. Given these cir-
cumstances, the problem domain of music segmentation turns out to be highly
suited for the application of genetic algorithms.

Fig. 1. Graphical representation of a MIDI track

Music data is represented in the MIDI (Musical Instrument Digital Interface)
format. Fig. 1 shows a graphical example for a music sequence. It contains an
extract from the notes of one track. The upper part shows a common music
score. The lower part is similar to the pianoroll view (see [13] for details) of
the given music sequence. It also contains five staff lines and an additional line
for Middle C. Notes are displayed as boxes and the box widths indicate note
durations. Lines above notes indicate an increment of the pitch value by one
semitone. Rests are represented as grey boxes. Vertical lines correspond to the
vertical lines in the upper picture and represent bar changes.



Fig. 2 gives a sample segmentation for a short melody. The segmentation
contains two segment groups, A and B, with two segments and one segment,
respectively. Furthermore the figure shows the encoding of the segmentation as
a bit vector. Rafael et al. [16] represented individuals by simple bit vectors. The
same data structure has been chosen for the test runs presented in this paper
since it allows the application of existing operators.

Fig. 2. Encoding of a segment as a bit vector

A bit vector representing a segmentation defines the boundaries of the seg-
ments within the segmentation but it does not contain any information about
relations between segments. Some sort of clustering algorithm has to be included
in the evaluation function to define similarities between segments and to combine
them into segment groups.

To create a suitable segmentation from the given bit vector the algorithm
compares each segment to all other segments. It aligns the segments of each
pair with the help of dynamic programming and calculates a similarity score
considering pitches, pitch contour, and durations of notes (not just pitches as
in [6]). A clustering algorithm then uses the similarity values to form segment
groups and assigns similar segments to the same groups.

2 Parameter Settings

The track to be segmented had a duration of 460 beats resulting in a bit vector
length of 460 bits. Individuals from a population of size 500 were selected using
different selection operators. Various crossover and mutation operators with a
mutation rate ranging from 0.01 to 0.2 were applied for recombination. As a
replacement strategy 1-elitism was employed. Tests with offspring selection [2, 3]
were carried out using a maximum selection pressure of 500 and a comparison
factor of 1. Parameter settings are given in Table 1. All tests were run with the
help of the HeuristicLab framework (http://dev.heuristiclab.com [18]).

2.1 Crossover Operators

All tests were carried out with single point crossover as well as multi binary
vector crossover. The latter combines single point crossover, two point crossover,
and uniform crossover. One of those operators is chosen in each recombination
step with the same probability.



Table 1. General parameter settings

Population Size 500
Maximum Generations 1000
Elitism Rate 1
Mutation Rate 0, 0.01, 0.03, 0.05, 0.08, 0.1, 0.15, 0.2
Selection Operator Linear Rank, Proportional, Tournament (2/3/4),

Gender Specific (Random + LR/P/T2)
Crossover Operator Single Point Crossover, Multi Binary Vector Crossover
Mutation Operator Bit Flip Mutator, Bit Shift Mutator, Combined Mutator
Offspring Selection Yes / No
Success Ratio 1
Comparison Factor 0 - 1
Maximum Selection Pressure 500

2.2 Mutation Operators

In their earlier approach the authors used simple bit flip mutation, which is a
common mutation operator for bit vector individuals. This section describes the
bit flip mutator and its effects on segmentation individuals. In addition to the
general operator a new mutation operator was introduced paying more respect
to the specific problem domain. The third operator applied in the test cases was
a combined operator randomly switching between the previous operators.

Grilo and Cardoso [6] introduced some learning operators that follow a similar
concept. Their work, however, is more problem-specific whereas the authors’
approach is a more general one. Furthermore the learning operators implement
a greedy search strategy whereas the authors’ method keeps diversity within the
population.

Bit Flip Mutation Standard bit flip mutation changes each bit of the individ-
ual according to a given probability. Bits are either altered from 0 to 1 or from
1 to 0. For the segmentation individuals a bit flip corresponds to the insertion
of a segment boundary where no boundary has been before, or to the deletion
of an existing boundary, respectively. Bit flip mutation either splits an existing
segment into two shorter segments or merges two segments into one longer seg-
ment. Therefore segment durations are often changed dramatically by bit flip
mutation.

Bit Shift Mutation To get a more balanced change of segment durations
the authors introduce a new bit shift mutation operator. Instead of inserting or
deleting a segment boundary the bit shift operator looks for an existing boundary
and shifts it by one bit. With this operator segment durations are altered by
just one beat resulting in a more gentle variation between the original and the
mutated individual. As a drawback there is a limited amount of possible mutation
locations for the bit shift operator as it can only change existing boundaries.
Whereas the bit flip mutator can choose any bit of the bit vector, the bit shift



operator can only alter bits of value 1 and therefore has fewer possibilities to
mutate an individual.

Combined Mutation The combined mutation operator applies both bit flip
mutation and bit shift mutation with a probability of 0.5 each. One of the two
operators is chosen randomly for each mutation process to combine weak and
strong effects on segment durations. Depending on a random value segments are
either split or merged by the bit flip mutator, or segment boundaries are slightly
changed by the bit shift operator. This operator combines the advantages of both
the bit flip and the bit shift operator and therefore seemed quite promising.

3 Results

All parameters varying between the test settings were evaluated separately. The
following sections give an overview of the results for each parameter.

3.1 Selection Operators

Whereas very bad results were achieved with tournament selector size 3 and
4, tournament with a group size of 2 yielded better results. The proportional
as well as the linear rank operator turned out to be quite successfull for test
runs without offspring selection. For tests with offspring selection their results
rather were in the middle section. Gender specific selection generally resulted in
solutions with higher qualities, especially for test runs with offspring selection.
Without offspring selection the gender specific operator proved quite successfull
with proportional and linear rank female operators.

3.2 Crossover Operators

Figures 3 and 4 show the average differences between results with multi binary
vector crossover and single point crossover. The multi binary vector crossover
clearly outperformed the single point crossover operator. Whereas there were still
some settings without offspring selection (Fig. 3) where single point crossover
yielded slightly better results, multi binary vector crossover achieved best results
in all runs with offspring selection (Fig. 4).

3.3 Mutation Operators

The common bitflip operator generally achieved rather bad results. The newly
introduced bitshift operator turned out to be quite successfull for tests with
single point crossover, no offspring selection and higher mutation rates, whereas
the combined operator performed better for the same settings with offspring
selection, especially for the gender specific selection operators. With multi binary
vector mutation the bitshift operator did well in combination with tournament



Fig. 3. Differences between results with multi binary vector crossover and single point
crossover without OS

Fig. 4. Differences between results with multi binary vector crossover and single point
crossover with OS

selection size 3 and 4 as well as gender specific selection with a proportional
female operator. The combined operator performed better for linear rank and
tournament selection of size 2 as well as gender specific selection with linear rank
or tournament 2 female selectors.

3.4 Mutation Rates

Higher mutation rates generally yield better results. For test runs without off-
spring selection the results of different mutation rates were distinguishable more
clearly while the results of various mutation rates with offspring selection were
less capable of being differentiated. The lower the mutation rate the bigger the
difference between resulting qualities. Best results were achieved by mutation
rates of 10 - 20%.

3.5 Offspring Selection

Figures 5 and 6 give the average differences between results for runs without
and with offspring selection (OS). For single point crossover (Fig. 5), runs with
offspring selection generally achieved worse results than runs without offspring
selection. Offspring selection performed better without mutation only. The higher
the mutation rate the bigger the difference between resulting qualities with and
without offspring selection. For multi binary vector crossover (Fig. 6), results
with offspring selection exceeded results without offspring selection for various
settings, especially with a tournament selection operator of size 2. With gender
specific selection, runs with offspring selection performed better than runs with-
out offspring selection in most cases. For settings where higher qualities were



achieved without offspring selection, there was only a slight difference between
the results.

Fig. 5. Differences between results for runs with and without OS with single point
crossover

Fig. 6. Differences between results for runs with and without OS with multi binary
vector crossover

4 Conclusion

Comparing all test runs the best and most stable results were achieved by gender
specific selection, multi binary vector crossover, combined mutation, mutation
rates of 10 - 20%, and offspring selection. The newly introduced mutation oper-
ators proved to be more successfull than the common bitflip operator. Future
tests will focus on the crossover operator as well as on the settings for offspring
selection.
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