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Abstract. Many di�erent techniques have been developed for �tness
landscape analysis. We present a consolidated and uniform implemen-
tation inside the heuristic optimization platform HeuristicLab. On top
of these analysis methods a new approach to empirical measurement
of isotropy is presented that can be used to extend existing methods.
Results are shown using the existing implementation within Heuristic-
Lab 3.3.
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1 Introduction

The original idea of a �tness landscape stems from the descriptions of adaptive
populations in [16]. Since then, this metaphor has not only been used in biol-
ogy but in genetic algorithms and other heuristic methods. It provides a vivid
metaphor of the search space as perceived by an optimization process. Hence,
it is the basis for understanding typical problems that are subject to heuristic
problems solving.

This paper is structured as follows: First the purpose of �tness landscape
analysis is reiterated followed by a formal de�nition. Next, �tness landscape
analysis methods are introduced, followed by the presentation of a new method
for isotropy measurement as an extension to existing analysis methods. Finally
several �tness landscapes are analyzed using standard methods followed by a
measurement of isotropy using the newly introduced technique.

1.1 Purpose

In the course of �tness landscape analysis many di�erent methods have been
proposed. These methods aim to provide complementary views of the �tness
landscape and enable the researcher to gain a better understanding of the prob-
lem at hand.



At a �rst glance, �tness landscape analysis might seem like the holy grail of
heuristic problem solving. Understanding the �tness landscape of a given prob-
lems should yield immediate insight that enables us to easily �nd the global
optimum. In reality, it is bound by the same limits as any other heuristic op-
timization method even though it has a di�erent focus. While typical meta-
heuristics provide an e�ort versus quality trade-o� giving you a choice between
a more sophisticated analysis and, in return, a solution of higher quality, �tness
landscape analysis provides you with an e�ort versus insight trade-o�. Here, the
aim is not to solve a given problem as e�ciently as possible but to gain maximum
insight with feasible e�ort.

1.2 De�nition

Informally, a �tness landscape is often assumed to be given merely by the �tness
function f : S → R alone that assigns a real value to every solution candidate in
the solution space S. However, this does not yet give rise to a cohesive structure.
To fully capture the landscape, a notion of connectivity is needed [7, 3]. This can
range from a direct connectivity through neighbors or mutation operators to
distances measures or hypergraphs for modeling crossover [11] . In summary, a
�tness landscape is, therefore, de�ned by the triple

F := {S, f,X} (1)

given by the solution space S, a �tness function f and a notion of connectivity
X . A more detailed explanation and comprehensive survey of existing methods
can be found in [6].

2 Existing Fitness Landscape Analysis Methods

2.1 Local Methods

The �rst form of �tness landscape analysis is based on move or manipulation
operators and closely examines the immediate structure that is encountered dur-
ing an optimization process. These local measures examine the immediate �tness
changes that occur by applying a certain operator on a �tness landscape and are
very often based on trajectories of the �tness landscape created by a random
walk.

Ruggedness One of the �rst measures for �tness landscape analysis was a
measure of ruggedness. Several more or less equivalent measures are derived
from the autocorrelation function shown in Eq. (2) where {f}ni=0 is a series of
neighboring �tness values that is typically derived through a random walk in
the landscape, f and σf are the mean and variance of the �tness values in the
random walk and E(x) is the expected value of x.

R(τ) :=
E[(fi − f)(fi+τ − f)]

σf 2
(2)



Typically R(1), the autocorrelation after one step is used as an indicator of
the ruggedness of a �tness landscape [15]. Additionally, the average maximum
distance to a statistically signi�cantly correlated point, called the autocorrelation
length can be used instead.

Information Analysis Similar to the notion of ruggedness, information anal-
ysis as described in [12] can be used to explore local properties of �tness land-
scapes. First, the series of �tness values obtained from e.g. a random walk is
changed into a series of slope directions di = sign(fi − fi−1). Instead of using a
strict sign function, a certain interval [−ε, ε] around zero can also be regarded
as being equal to zero, allowing to �zoom� in and out and vary the amount of
detail being analyzed.

Next, several entropic measures are derived. While the information content

H(ε) measures the number of slope shapes in the random walk, the density basin

information h(ε) analyzes the smooth regions as shown in Eq. (3), where P[pq]

is the frequency of the consecutive occurrence the two slopes p and q.

H(ε) := −
∑
p ̸=q

P[pq] log6 P[pq] h(ε) := −
∑
p=q

P[pq] log3 P[pq] (3)

In addition, the partial information content M(ε) measures the number of
slope direction changes, hence, also helps in determining the ruggedness. Finally,
the smallest ε for which the landscape becomes completely �at, i.e. the maximum
�tness di�erence of consecutive steps is called the information stability.

2.2 Global Methods

As a complement to local methods that primarily analyze the immediate e�ect
on optimization algorithms as they proceed step by step, the following global

methods can help to obtain an overview of the �tness landscape. It has to be
emphasized, however, that neither view is superior to the other in general.

Fitness Distance Correlation A very insightful global analysis method is
the �tness distance correlation. It visualizes the relation between �tness of a
solution candidate and its distance to the global optimum. While this can give
very good insight into whether the �tness function together with the selected
stepping algorithm yields a meaningful succession towards the global optimum
it has one severe drawback: One needs to know the global optimum in advance.

The �tness distance correlation coe�cient is de�ned in Eq. (4). This single
number can provide a quick look at whether increased �tness actually leads
the search process closer to the global optimum. However, as any correlation
coe�cient this does not work properly for non-linear correlations.

FDC :=
E[(fi − f)(di − d)]

σf σd
(4)



On the other hand, looking at a �tness versus distance plot can provide
some more insight into the global structure of the �tness landscape and help in
determining certain trends.

Evolvability Another approach for a more global analysis is to take the neigh-
boring �tness values but regroup them according to their base �tness. It is like
looking at the individual contour lines in a contour plot of the landscape. In [9] a
selection of di�erent measures of evolvability is presented called the Evolvability

Portraits.
We start with a basic de�nition of evolvability itself in Eq. (5), where N(x)

is the set of all neighbors of x and N∗ is the set of all better neighbors of x or,
in the continuous de�nition, the integral over all neighbors with higher �tness
(f(n) ≥ f(x)) over the probability of selecting a certain neighbor p(n|x).

E(x) := |N∗(x)|
|N(x)|

or E(x) :=
∫
f(n)≥f(x)

p(n|x)dn (5)

Based on this de�nition Smith and coworkers de�ne four measures for every
solution candidate x that together form the so-called evolvability portraits [9]:
First, Ea is simply the probability of a non-deleterious mutation. Second, Eb is
the average expected o�spring �tness

∫
p(n|x)f(x)dn. Finally, the two measures

Ec and Ed are a certain top and bottom percentile of the expected o�spring
�tness or in our implementation simply the minimum and maximum expected
o�spring �tness.

3 Isotropy

It is very convenient to assume that the �tness landscape looks exactly the same
everywhere. This assumption is called isotropy. Many local analysis methods
implicitly or explicitly assume isotropy [12, 2]. While many real world �tness
landscapes seem to be almost isotropic this assumption has to be veri�ed. One
obvious formulation for a measure of isotropy has been described in [10] as
empiric isotropy as shown in Eq. (6), where ⟨·⟩d is the average over all values
with |x− y| = d and ⟨·⟩Ad is a restriction of the former to an arbitrary subset A.

⟨(f(x)− f(y))2⟩)Ad ∼= ⟨(f(x)− f(y))2⟩d (6)

This notion of empirical isotropy is de�ned over �tness di�erences at certain
distances in the solution space. We propose to extend this idea to any measure by
requiring that the result of a measurement on a subspace has to be approximately
the result of the measurement on the whole solution space within reasonable
statistical bounds as shown in Eq. (7) where M is any �tness landscape measure
and A is an arbitrary subset of the solution space S.

M(A) ∼= M(S) (7)



As an extension, Eq. (8) also has to hold in an isotropic landscape where Ai and
Aj are suitable subsets of the solution space S.

M(Ai) ∼= M(Aj) (8)

By repeatedly comparing di�erent subsets Ai and Aj the amount of isotropy can
be estimated. An important trade-o� to consider in this scenario is the choice
of number and sizes of the subsets Ai. While a larger subset gives a statistically
more robust estimate of the local measure a smaller subset will elucidate a much
more local view of the landscape.

Usually these subsets will be selected as the trajectory of a random walk
at a random starting point. As a random walk introduces a large amount of
variability especially if it is short, the random walks are concentrated around
the sample points by repeatedly restarting from the same point several times
and averaging over these repeats. This gives a much more robust analysis while
still enabling a local view of the �tness landscape.

4 Implementation

The paradigm-invariant open-source optimization framework HeuristicLab [13,
14] provides an optimal starting point for the extension with a �tness land-
scape analysis toolkit. An additional plugin has been implemented contain-
ing the following features. Most analysis methods have been implemented as
analyzers that can be attached to existing algorithms and provide informa-
tion about �tness landscape characteristics during execution. In addition new
algorithm-like drivers have been implemented that enable the use of custom tra-
jectories for analysis, such as random walks or adaptive up-down walks which
are frequently used for analysis. Moreover, the functionality of the analyzers
is available as operators which can be reused in user-de�ned algorithms to-
gether with additional operators aimed at �tness landscape analysis. Addition-
ally, an implementation of the NK �tness landscapes [4], which are the de-
facto playground problem for �tness landscape analysis methods, using a more
general block model as described in [1] is also included. A HeuristicLab ver-
sion with the new plugin together with the demonstration runs is available at
http://dev.heursiticlab.com/AdditionalMaterial.

5 Results

Figure 1 shows a selection of scalar �tness landscape analysis results as obtained
by HeuristicLab. It was derived using the local analysis algorithm con�gured to
perform a random walk on di�erent NK �tness landscapes [4] using a bit �ip
operator (Figure 1(a)) and a traveling salesman problem [5] instance (ch130 from
the TSPlib [8]) using di�erent permutation mutation operators (Figure 1(b)).
It is easy to see how increasing complexity of the NK landscapes also increases
measures for ruggedness, (partial) information content and regularity, while at



(a) Key �gures of di�erent NK landscapes (b) Evolvability analysis of di�erent muta-
tion operators on a TSP landscapes

Fig. 1. Fitness landscape analysis results using HeuristicLab

the same time decreases measures for smoothness such as auto correlation and
density basin information. In the TSP examples (Figure 1(b)) the evolvability
average for di�erent parent quality levels is plotted. The probability of producing
�tter o�spring starts at around 80% while still 1000% away from the best known
solution and reduces to almost zero when approaching the best known solution.
The initially superior scramble operator quickly becomes worse as higher quality
base �tness values are approached. However, closer to the optimum it performs
better than the others because (2% vs. 0,5% and 0,03% for insertion and inversion
respectively).

While the previous analysis gives a quick insight into which mutation oper-
ators might be bene�cial or analyze which landscape variant is more di�cult,
the information analysis in Figure 2 can provide more insight into the structure
of the landscape. These plots show several information analysis values for the
previously analyzed NK and TSP landscapes. We can observe how higher quality
jumps occur for the more rugged landscapes as described previously. Moreover,
this time we can also see the fundamental di�erence in more global structures of
their �tness landscapes by looking at the landscape from a more coarse grained
perspective. This shows, that the TSP landscape is much more structured as it
shows a smooth transition between di�erent zoom levels while the NK landscape
immediately jumps to very information rich structures. Moreover, the NK land-
scape reaches higher levels of information content and lower levels for density
basin information, hinting at a richer formation of rugged and less prevalent
smooth areas in the landscape.

Figure 3 shows an example of isotropy estimation. The pronounced di�er-
ence of the autocorrelation curves throughout the landscape for the sine of the
exponential function demonstrate the much higher anisotropy in this case.

6 Conclusions

We have created a simple toolkit that allows plugging typical �tness landscape
analysis methods into standard algorithms and provides new algorithm-like tra-



(a) TSP Inversion (b) TSP Insertion (c) TSP Scramble

(d) NK 100-3 (e) NK 100-50 (f) NK 100-99

Fig. 2. Information analysis: The X-axis contains the ε-threshold used to smooth the
quality jumps in the random walk, while the Y-axis contains the entropy of infor-
mation content (solid black), partial information content (dashed) and density basin
information (solid gray).

(a) ACF sin(xy) (b) ACF Ackley

(c) Variance of ACF sin(xy) (d) Variance of ACF Ackley

Fig. 3. Autocorrelation analysis of 50 random walks of length 50 at 10,000 points. The
solid lines are minimum, median and maximum values, while the gray lines are the
quartiles and the dashed line is the average. The wider spread of the autocorrelation
families shows the anisotropy of the sine exp function in Figure 3(a) and 3(c).



jectory generators for more traditional �tness landscape analysis using random
or partly adaptive walks. Isotropy is a convenient assumption in most cases. Its
extent has only sparingly been tested in the past. We have demonstrated a simple
method to empirically measure isotropy extending the well established autocor-
relation analysis. Based on this method it is possible to extend other analysis
methods and obtain other perspectives of isotropy. We argue that isotropy es-
timation cannot be determined universally but has to be linked to a particular
underlying measure.
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