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Abstract

In this work we examine the effect of elitist and non-elitist selection
on a supply chain problem. The problem is characterized by an output
constraint which in turn separates the search space in a feasible and a
non-feasible region. Additionally the simulation output is noisy due to a
stochastic demand model. We will show analyze which strategy is able to
perform a walk on the boundary between the feasible and infeasible space.
Additionally a new selection scheme is introduced based on a statistical
test to evaluate the difference between two solutions given a number of
noisy quality values. This selection scheme is described and evaluated on
the problem situation.

1 Introduction

Simulation plays a very important role in the analysis of today’s business pro-
cesses. A company can improve the qualities of its decisions with the help of
accurate simulation models. The parameters of these models represent the de-
cisions a company can take. Finding the optimal decision variables quickly and
in an automated way is the goal of simulation-based optimization.

More technically simulation-based optimization treats the optimization of
one or multiple output value(s) resulting from the run of a simulation model.
Different algorithms from gradient based methods to complex memory-based

1This technical report represents material published in Computer Aided Systems Theory -
EUROCAST 2009. EUROCAST 2009. Lecture Notes in Computer Science, vol 5717. The
original source of the publication is available at https://link.springer.com/chapter/10.

1007/978-3-642-04772-5_98. The final publication is available at link.springer.com.
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strategies are developed to perform these tasks. Among these, metaheuristics
are viewed as having a very good potential to deal with more and more com-
plex models, and still find good solutions in acceptable time [4]. However, the
stochastic nature of the simulation model creates a difficulty that many meta-
heuristics are still not completely prepared to deal with.

In deterministic optimization the evaluation of a single configuration results
in a value that represents the quality, also called fitness, of that configuration. In
simulation-based optimization, using a stochastic simulation model, this quality
varies from evaluation to evaluation so the value cannot be completely trusted.
The question arises whether the averaged quality is enough or whether there
is need to take the variance of the quality samples into account. Additionally
constraints on the parameter configuration and especially on the simulation
output are a further difficulty. Reevaluating a configuration sometimes brings a
big burden on the computational resources and possibly allows fewer iterations
in which the algorithm can find a good solution. All these problems together
create new challenges and new opportunities for metaheuristic developments.

2 Selection under Uncertain Conditions

The problem of selecting a solution as part of the next generation has been a big
topic of research. The problem of choosing the right selection and replacement
operator is not always clear: The amount of selection pressure to be exerted
depends not only on the problem situation, but also on the algorithm configu-
ration. In the traveling salesperson problem it has been empirically shown that
crossover operators such as the edge recombination crossover, and the maxi-
mal preservative crossover do not work well together with fitness proportional
selection, but require tournament selection with a reasonably high group size
[1]. The term selection pressure denotes the strength of the preference of good
solutions over bad ones. The higher the selection pressure, the less effect a bad
solution has on the development of the evolutionary search path. A good bal-
ance is often required to obtain good solutions as too much selection pressure
will lead to premature convergence and a quick loss of diversity, while too little
pressure may not lead to convergence in acceptable time.

In evolution strategies [7] [3] two selection, also called replacement, schemes
exist; they are denoted as Plus and Comma. Plus selection is elitist which
means that individuals may survive as many generations as no better solutions
have been found. Comma selection is purely generational so that individuals
live exactly one generation. There, the selection pressure is scalable in the form
of a ratio between the offspring population size λ and the parent population size
µ: λ

µ . The larger this ratio becomes, the higher the selection pressure. If the
ratio is 1 then no selection pressure exists and the algorithm performs a random
walk in the search space.

Simulation-based optimization provides an additional difficulty to the prob-
lem of exerting the right amount of selection pressure. Because of the stochastic
output, the average quality value is just an estimation of the unknown true qual-
ity. In this work we have looked into using replicated simulation runs, but not
relying on the average quality in all cases. Rather, we analyze the fitness sam-
ples from the simulation model with statistical hypothesis tests. A number of
different statistical tests exist to determine if two stochastic sizes are equal.
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Typically the hypothesis H0 that two populations p1 and p2 are equal is tried
to be rejected given a certain significance level α. These tests may or not make
assumptions on the distribution of p1 and p2, e.g. that they are of equal variance
such as in the F-test, and others that can cope with unequal variances such as
the popular Student’s t-test. In this work we have used the Mann-Whitney-
Wilcoxon rank sum test to compare two solutions [6]. This test is similar to
Student’s t-test, but has the advantage that the samples need not stem from
a normal distribution. Performing such a comparison may be useful to deter-
mine whether two configurations are equal with respect to the given samples
and significance level. When the average would likely mislead the optimizer the
test might return a non-significant result, while the test may reject H0 when
the average can be seen as a more trusted predictor. Additionally we want
to evaluate the performance when using variance reduction techniques such as
common random numbers (CRN) [5]. There, the same random seed is used in
e.g. all first simulation replication. Then a different, random seed is used in all
second replicated runs and so on. The output of two runs can thus be compared
directly replication by replication. Naturally, the number of replications and
different random seeds depends on the variance of the model output.

2.1 Uncertain Best Selection

The uncertain selection step that we are introducing performs a pair-wise two-
tailed rank sum test between all solution candidates. If a significant difference
can be detected the average of the two candidates is used to decide on the
winner of this comparison and the winner’s rank is increased by one. When
all solutions have been ranked that way, selection starts by picking the highest
ranking solutions and proceeding to lower ranking solutions until the required
number of solutions to be selected has been reached. In case multiple solutions
have the same rank, random selection is performed on those solutions. Since
a random selection is unbiased it is able to keep genetic diversity when a clear
decision on a search direction is not feasible. The decision is prolonged to the
point when the test suggests that a solution is better than another.

3 Supply Chain Simulation

The simulation model is an inventory system as described in [5] and available
within AnyLogicTM 6. It consists of three components: A retailer, a wholesaler,
and a factory. The factory produces goods out of an endless supply of raw
materials, the retailer sells these goods to customers, while the wholesaler acts as
buffer between the factory and the retailer. Each of these components manages
an inventory. Two decision variables, representing a lower and an upper bound,
model the order behavior in this supply chain. At the beginning of a day
orders are placed to refill the inventory to the upper bound given the current
level, backlog, and expected arrival of items from previous orders. Each action,
such as ordering items, manufacturing, and holding them, as well as backlogged
orders increase the cost value which in turn has to be minimized. Additionally
there is a constraint that marks a solution as feasible if the maximum customer
waiting time at the retailer is below a certain threshold.
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3.1 Fitness Function and Design of Penalty

The output constraint separates the solution space into a feasible and an infeasi-
ble region. The optimization approach thus needs to handle infeasible solutions
such that they are either discarded or a penalty is added to the fitness value
so that these solutions are of less importance to the evolutionary optimization
process. We have decided to use such a penalty, describe three different pos-
sibilities, and evaluate their effect on the optimization approach. The fitness
function in the feasible case is:

minimize cost =

∑
OderingCosts +

∑
HoldingCosts +

∑
BacklogCosts

simulation days

In the infeasible case following penalties are compared. Exemplary quality
progress curves are given in Figure 1.

• Penalty 1 sets cost to a constant, but high value which is well above
the cost values obtained in the feasible region. So the infeasible region is
modeled as a plateau. However, this creates a difficulty for an optimization
algorithm as a search direction is not given. The optimizer will have
to evaluate configurations randomly until a feasible one is found and a
search direction may be present in its neighborhood. It may thus have
more trouble finding a solution initially and it may be possible that the
optimizer gets lost in the plateau if it is large enough.

• Penalty 2 adds a constant, but high value to the cost so that the infeasible
region is no longer a plateau, and a search direction is available everywhere
in the fitness landscape. This allows the optimizer to make decisions
towards better solutions anywhere in the solution space. But as can be
seen in Figure 1 the direction can also lead away from the feasible region,
resulting in an undesirable optimization behavior.

• Penalty 3 adds the maximum waiting time to a constant, but high value.
Thus, in the infeasible region the goal becomes to minimize the maximum
waiting time, instead of the costs. We found this to be best suited for a
neighborhood based optimizer such as the evolution strategy. The infeasi-
ble region’s slope points towards the feasible region and thus quickly leads
the optimizer back.

We’d also like to note that the undesirable situation in Penalty 2 is hardly
possible when the optimizer is elitist. In Plus selection a solution can only
be replaced when a better one is found. The problem thus appeared only in
evolution strategies with Comma selection.

4 Experiment Setup

The investigation has been conducted with HeuristicLab [8], a flexible optimiza-
tion environment. Previous work and results [2] in HeuristicLab have shown the
possibilities of this generic environment for heuristic simulation-based optimiza-
tion. The evolution strategies which have been applied make use of Plus as well
as Comma selection, intermediate recombination and modify the parameter vec-
tor by adding a normal distributed random number N(0, σi) to the parameter
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Figure 1: Optimization behavior under three different penalties, from left to
right: Penalty 1, 2, and 3. The dark line represents the evolution of the best
quality over 300 generations, lighter lines represent average and worst qualities.
Using Penalty 2 (middle image) the optimizer converges in the infeasible region.

Figure 2: Average results found in 40 different configurations.

and rounding the result to the nearest integer. The mutation strength vector
σ is initialized randomly. The basic layout of the algorithm is given in [3].
The evolution strategy applied can be described as (2/2i,20)-ES, (2/2i+20)-ES,
(5/5i,20)-ES, and (5/5i+20)-ES. There have been 1, 5, and 10 simulation repli-
cations performed in tests with and without CRN and with and without the
uncertain best selector. The significance level α in the uncertain best selector
has been set to 0.05. The maximum number of evaluations, including replica-
tions, has been set to 20,000 in each configuration. Thus using less replications
allows the search to proceed longer. In total 40 different configurations have
been created; each configuration has been tested 30 times. The best solutions
obtained in each configuration have been tested a 100 times on the simulation
model in order to decide about the robustness of a certain solution. A solution
is considered 100% robust if in all 100 cases the maximum customer waiting
time remained below the threshold.

5 Results

In Figure 2 the average results of all 40 configurations are displayed in a scatter
plot where the x axis represents the average robustness, and the y axis represents
the average quality. The interesting solutions have been marked in black. They
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Figure 3: Comparison of Plus and Comma selection without CRN. The lighter
bar represents the average quality obtained in Plus selection, while the darker
bar stands for Comma selection. Similarly the lines, which are fit to the sec-
ondary axis, represent robustness in Plus selection (lighter) and Comma selec-
tion (darker).

represent the pareto front above 70% robustness and have been obtained with
the (2/2,20)-ES and (5/5,20)-ES with 5 or 10 replications, and without CRN.
These configurations thus performed best on average.

In Figure 3 and in Figure 4 the Comma and Plus strategy are compared with
and without CRN. It can be seen that the choice of the selection scheme becomes
less important when CRN is used. Both the Plus and the Comma ES variant
produce solutions of about equal quality and robustness, the Comma strategy
performs slightly better with regard to robustness when fewer replications are
made, while Plus selection becomes better in the case of 10 replications. When
using only a single “common” random number the optimization treats a deter-
ministic version of the simulation model. As can be seen this does not lead to
robust results.

When not using CRN more robust results can be achieved. Also it can be
seen that using Comma selection results in very robust solutions already with
a few replications, 5 in this case, while Plus selection is not able to achieve
an average robustness larger than 70% until 10 replications are made. Plus
selection is leading the search deeper into the infeasible region when still a few
feasible solutions can be found.

We can also see that in both cases the algorithms benefit from a larger
population size as the results are generally better when µ is set to a higher
value.

Finally in Figure 5 we would also like to show some results using the uncer-
tain best selector. Unfortunately the results without CRN do not show much
benefit from using this selection step. Robustness is slightly higher than in those
results where the average value has always been used, but the differences are not
pronounced. When using CRN however, two samples are more directly compa-
rable and thus also the statistical test benefits. It is visible how the squares and
the “x” which mark those results obtained using the uncertain best selector are
among the most robust solutions obtained. Also it can be seen again that the
bigger population size positively effected the search as the results are located
closer to each other and more to the right.
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Figure 4: Comparison of Plus and Comma selection with CRN. The lighter
bar represents the average quality obtained in Plus selection, while the darker
bar stands for Comma selection. Similarly the lines, which are fit to the sec-
ondary axis, represent robustness in Plus selection (lighter) and Comma selec-
tion (darker).

Figure 5: Results obtained without and without the uncertain best selector
when using CRN. Spades and Triangles represent solutions found with standard
Comma selection, while those marked by x and squares were found using the
uncertain best selector.
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6 Conclusions

We have discussed an approach to optimizing a stochastic simulation model and
analyzed it with respect to elitist and non-elitist selection and shown how the
fitness function and the design of the penalty may influence the search. To op-
timize stochastic simulation models we have introduced a new selection method
based on the Mann-Whitney-Wilcoxon rank sum test and shown that it per-
formed quite well in combination with variance reduction techniques such as
common random numbers (CRN). We can conclude that in the case of output
constraints elitist selection may require more replications and if used in con-
junction with CRN results in good and robust solutions. If solution evaluation
takes a lot of time, it is an option not to use replications, or only a few and
employ non-elitist selection as it achieves good and robust solutions in those
cases as well.

For future work it would certainly be interesting to look into dynamically
adapting the amount of replications that are necessary for significant decisions
and applying to and evaluating the performance of the introduced concepts
on further simulation models. Additionally it might be interesting to apply
multiobjective optimization and fully explore the pareto front of quality and
robustness.
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